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Abstract

Users in a peer-to-peer (P2P) system join and leave the network in a continuous manner. Understanding the resilience properties of
P2P systems under high rate of node churn becomes important. In this work, we first find that a lifetime-based dynamic churn model for
a P2P network that has reached stationarity is reducible to a uniform node failure model. This is a simple yet powerful result that bridges

the gap between the complex dynamic churn models and the more tractable uniform failure model. We further develop the reachable

component method and derive the routing performance of a wide-range of structured P2P systems under varying rates of churn. We find
that the de Bruijn graph based routing systems offer excellent resilience under extremely high rate of node turnovers, followed by a group
of routing systems that include CAN, Kademlia, Chord and randomized-Chord. We show that our theoretical predictions agree well
with large-scale simulation results. We finish by suggesting methods to further improve the routing performance of dynamic P2P systems
in the presence of churn and failures.
� 2008 Elsevier B.V. All rights reserved.
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1. Introduction

In the past few years, we have witnessed an explosion in
peer-to-peer (P2P) research, especially in the area of struc-
tured P2P systems or distributed hash tables (DHTs). In a
real P2P network, nodes continuously log-on and log-off.
As a result, understanding the resilience of P2P systems
under realistic churn conditions becomes an important
research topic. Toward the goal of characterizing the rout-
ing resilience of P2P systems under failure, we consider the
measure of routability, which is defined as the expected
number of routable node pairs divided by the number of
possible node pairs among the surviving nodes. Note that
the routability metric is a ‘‘per query” measure (i.e. given
a query or routing request to be made, routability is the
probability that the message can be successfully routed
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from a random source to a random destination). The routa-
bility of a P2P network under failure has been estimated via
simulations, and has been shown to be a function of the
architecture and routing topology [1]. However, a general

method that can compute an analytical routability expres-
sion for most structured P2P architectures has been
lacking.

In this work, we provide the reachable component

method to study the routing performance of structured
P2P systems under failures and churn. We derived analyt-
ical expressions for the routability of a wide range of P2P
systems under uniform failure and varying churn parame-
ters. The P2P systems investigated are: Symphony [2],
Kademlia [3], Chord [4], CAN [5], and de Bruijn graph
based systems [6–8]. For the same number of connections
per node, we found that the de Bruijn routing topology is
extremely resilient, even under very high rates of node
turnovers, followed by a group of ‘‘hypercube-like” routing
systems that include CAN, Kademlia, Chord, randomized-
Chord and logarithmic Symphony (i.e. a Symphony system

mailto:jskong@ee.ucla.edu
mailto:jsab@ee.ucla.edu
mailto:vwani@ee.ucla.edu


2110 J.S. Kong et al. / Computer Communications 31 (2008) 2109–2123
with number of shortcuts that scales logarithmically with
system size). We verified our analytical results against
large-scale simulations of different P2P systems under
churn.

The reachable component method is applicable to ana-
lyzing almost all the proposed structured P2P architectures
under failures and churn, and provides a common frame-
work to compare across them. Certainly, there are differ-
ences in the performances of various P2P architectures
and the reachable component method provides the means
for calculating and characterizing such differences in the
presence of node turnovers. Furthermore, the analytical
nature of the reachable component method provides
insights into the nature of these differences in performance,
thus enabling the development of methods to further
improve performance.

Previous research efforts often employed the uniform
failure model [1,4,7,9–11], or focused on the connectivity
properties of the system [12,13]. The uniform failure model
is often criticized as unrealistic, since a tool to accurately
estimate the failure probability q in a continuously evolving
P2P system is lacking [14]. Furthermore, in a structured
P2P system, the analysis of routing performance is more
relevant than the study of connectivity, since it is possible
that two nodes in the same connected component cannot
route to each other under system node failures (see Fig. 1).

Toward the goal of developing a model of dynamic node
failures in P2P systems, Leonard et al. developed the life-
time-based node failure model [12,13] (referred to as the
lifetime model in this work): each joining node i is given a
random lifetime Li, drawn from a probability distribution;
when failed neighbors are encountered due to log-off,
nodes employ neighbor-recovery algorithms to replace
the failed neighbors. However, neighbor-recovery is not
instantaneous. In the lifetime model, the time required
for repairing the failed links is denoted as the search-time

S, which is assumed to be strictly positive. Furthermore,
a new node will spend an amount of time equal to S to find
all of its required neighbors upon joining the P2P network.
Fig. 1. Connected structured networks are not always routable. In this
example, we consider greedy, uni-directional routing on a ring with
shortcuts. (a) Node 0 wishes to use greedy routing to reach node 2. (b)
Node 1 has failed, rt(0) = {5}. Node 0 is closer to the target than the node
in its routing table and thus greedy routing can get the message no closer
to node 2.
To better characterize node turnovers in structured P2P
systems, we develop a tool to accurately estimate the uni-
form failure probability q in a continuously evolving P2P
system: using the lifetime-based assumptions, the dynamic
churn model for a P2P system that has evolved long
enough for renewal theory to hold is reducible to a q-per-
cent uniform failure model. Intuitively, for a large dynamic
P2P network in the steady-state, there always exist nodes
that have just logged off with their affected neighbors still
trying to replace them; as a result, there is a steady fraction
of nodes in a failed state at any given time instant. In this
work, we will show that the steady state probability of find-
ing a given node in the failed state is q ¼ S=ðLþ SÞ, where
L and S are the mean lifetime and search-time, respectively.

In short, the methods and tools developed in this work
are targeted to be of assistance to system designers in
assessing routing performance of a deployed P2P system
under different user lifetime characteristics. The rest of this
paper is organized as follows. In Section 2, we discuss pre-
vious work on the resilience of P2P systems. In Section 3,
we will demonstrate how the dynamic churn model can
be reduced to the uniform failure model. In Section 4, we
present the reachable component method (RCM). In Section
5, we apply RCM on six DHT topologies and derive ana-
lytical expressions for each topology’s routability. In Sec-
tion 6, we specify our simulation setup and compare our
analytical results against large-scale simulation results. In
Section 7, we discuss how RCM is widely applicable under
different modification of the routing algorithm, such as
allowing backtracking. In Section 8, we give our conclud-
ing remarks.

2. Related work

Network resilience in P2P systems has become an impor-
tant research topic [15]. Gummadi et al. [1] showed through
simulation results that the routing topology of a DHT has a
large effect on the network’s static resilience to random fail-
ures. In addition to simulation studies, theory work has been
done to predict the performance of DHT systems under a sta-
tic failure model [6,9–11]. In particular, Wang et al. used
Markov chains to model the routing process and calculated
the ‘‘hit ratio” of a P2P system under random failures [11].
However, in their Markov chain, each node in the system
is modeled as a state. In order to calculate the ‘‘hit ratio”, a
transition probability matrix of size (N + 1) � (N + 1) must
first be populated, where N is the system size. As a result, cal-
culating the ‘‘hit ratio” of a P2P system of even a modest size,
e.g., comprising millions nodes, becomes impractical requir-
ing the population of a gigantic matrix. Therefore, the
method developed by Wang et al. is computationally inten-
sive, and the population of a large transition probability
matrix, which is close to the system size, makes the method
almost as expensive as simulating the original system itself.
Moreover, while Wang et al. examined CAN and Chord,
they did not examine other systems such as Symphony and
de Bruijn based systems. In contrast, the reachable compo-
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nent method provides a simple analytical expression that pre-
dicts routing performance for arbitrary network sizes and for
a wide array of structured P2P systems. The computational
effort required to evaluate our analytical expressions and
obtain the routability numbers for any size N is almost con-
stant and does not increase prohibitively as in the case of [11].

Angel et al. [9] used percolation theory to place tight
bounds on the critical failure probability that can support
efficient routing on both hypercube and d-dimensional
mesh topologies. By efficient they meant that it is possible
to route between two nodes with time complexity on the
order of the network diameter. While this method pre-
dicted the point at which the network becomes virtually
unusable, it did not allow the detailed characterization of
the network’s ability to route as a function of the failure
probability. For example, it does not allow one to estimate
the number of routable pairs when the failure probability is
above the critical failure probability. Computing the routa-
bility performance of different P2P architectures, as a con-
tinuous function of the degree of churn (or failure
probability) is one of the focus of the current work.

In the literature, several models of churn for structured
P2P systems have been proposed and analyzed. In the mod-
els developed in [16,17], the authors assume that the neigh-
bor-recovery algorithms run at exponentially distributed
intervals regardless of user failures. While these models
mimic the consistency check algorithm in Chord well, they
assume models of Poisson arrival and departure processes,
their are no easy ways of generalizing their results to model
system dynamics that are non-Poisson. Other works on
studying P2P systems under churn have been performed
[18,19]. In recent works, Leonard et al. [12,13] introduce
the lifetime-based node failure model to characterize churn
in P2P systems. Unlike earlier models in which repair algo-
rithms are run independent of failures, neighbor-recovery
algorithms in the lifetime model are initiated only in
response to failed neighbors. However, Leonard et al. focus
on studying connectivity of the P2P system under churn.
The P2P network’s ability to route messages is an arguably
more relevant metric for system performance after ensuring
connectivity. More recently, Godfrey et al. study neighbor
selection strategies to minimize churn in a P2P system [20].

Besides analytical and simulation modeling, the empiri-
cal characterization of churn in large-scale P2P systems has
attracted tremendous research interest. Several measure-
ment studies have presented statistics on node lifetimes
(i.e. session lengths) [21–25]. These studies have confirmed
that peer participation in P2P systems are highly dynamic.
However, their findings are quite different. For example,
the measured median session length varies from 1 min to
1 h, as summarized in [26].

3. Link between the Churn Model and the Uniform Failure

Model

In the lifetime model, each joining node stays in the net-
work for the lifetime L, then fails [12,13]. After a node’s
neighbor has departed, the node spends the search-time S

looking for a replacement neighbor. By the same token, a
newly joining node spends S amount of time searching
for required connections.

In the lifetime model [13], in order to prevent network
size decreasing to zero, it is assumed that each failed
node is to be immediately replaced by a new node with
a randomized nodeID and a random lifetime L, where
the nodeID determines the node’s location in a DHT
structure. This model assumption of a steady state net-
work size (i.e. having a new node immediately replace a
failed node) is widely used in the literature: the same
assumption is used in the simulation studies of DHT sys-
tems under churn [18] and in the experimental studies of
Bamboo [26]. Moreover, this assumption of having a
steady state network size should yield similar results as
the model of having nodes join and depart at the same
rate to keep the time average size of the network constant
as used in [17].

We use the following notation: in addition to the
nodeID, each node has a label; if the failed node carried
a label i, the new node replacing the failed node will carry
the same label i. Thus, the widely used assumption of hav-
ing a steady state network size (i.e. having a new node
immediately replace a failed node) is equivalent to having
node i rejoin the network with a new randomized nodeID
after failure. In this section, we will use the lifetime model
along with the widely adopted assumption that a node
rejoins the network after it has failed. Note that the failed
node will lose all existing connections upon failure, rejoin
the network with a new randomized nodeID at a different

location in the DHT, and make new connections. As a
result, the rejoining node can be considered as a ‘‘new”

node in all aspects (Fig. 2a).
In our model, we use the same random variable search-

time S to describe the time spent on two distinct type of
searches: a living peer’s search for replacement neighbor
when one of the peer’s neighbors failed and a rejoining
peer’s search for new neighbors. Note that a living peer’s
lifetime and its search-time for replacement neighbor can
overlap. However, a rejoining peer’s lifetime and its
search-time for new neighbors are disjoint as illustrated in
Fig. 2a.

Assuming that the network has evolved sufficiently long
for renewal process theory to hold, the state of node i can
be modeled as an ON/OFF process: at time t, the node is
considered to be in the ON state if the node is alive with
all the required connection as specified by the underlying
DHT; on the other hand, the node is in the OFF state if
the node has just failed and it is still searching for its
required connections at its rejoining location (see
Fig. 2a). We thus obtain the following simple yet important
lemma:

Lemma 1. Let Zi(t) denote the ON/OFF process for node i in

a structured P2P system. The steady state probability of

finding the process in the ON state is:
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Fig. 2. (a) Illustration of a node failure event: at time t, node i fails and rejoins the network at a new randomized location as a ‘‘new” node; for the time
period between t and t + S, node i’s previous neighbors will be looking for replacement connections and node i will be looking for new connections at the
rejoining location; at time t + S, all affected nodes obtain the required connections. Bottom: the ON/OFF process Zi(t) for node i. The length of the ON
and OFF periods are given by the i.i.d. random variable L and S, respectively. (b) Plot shows the time evolution of the fraction of ON nodes. The process

a 1. (c) Plot shows that the simulation results match the theoretical curve as
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L

quickly converges to the expected fraction of ON nodes as given by Lemm
predicted by Lemma 1.
p ¼ lim
t!1

P ðZiðtÞ ¼ 1Þ ¼
Lþ S

ð1Þ

where L and S are the mean lifetime and search-time,
respectively.

Lemma 1 implies that once the network has evolved
long enough to reach stationarity, the probability of find-
ing a random node in the functioning ON state is given
by p and the probability of a random node in the failed
OFF state is q = 1 � p (i.e. technically alive but the node
is still searching for neighbors). Note that the probabilities
are independent since L and S are i.i.d. random variables.
Furthermore, only the means of L and S have an impact,
since p is insensitive to the exact form of the lifetime and
search-time distribution. Thus, given the dynamic lifetime
model for churn, we can find an equivalent uniform failure
model by invoking Lemma 1. Recently, we became aware
of an article [32] that derived a similar expression as
Lemma 1. However, their derivation approach is different.

We perform a simulation study to further support the
validity of Lemma 1. The simulation study uses a Sym-
phony network of 100,000 nodes. Each node’s lifetime
and search-time will be given by the i.i.d. random variables
L and S each time the node rejoins the network and fails,
respectively. As in [13], we will experiment with two life-
time distributions: exponential F(x) = 1 � e�kx, x > 0,
and the shifted Pareto F(x) = 1 � (1 + x/b)�a, x > 0,
a = 2; S is modeled to be constant. Note that the search-
time S typically models the time interval a node pings its
neighbors [13]. We found that the network quickly con-
verges to the stationary state and only the means of L

and S impact the results (see Fig. 2b and c). Lemma 1 is
an extremely simple yet powerful result, since previous

P2P resilience results derived for the uniform failure model

are now applicable for a dynamic lifetime-based churn model.

4. Reachable component method

Since a dynamic lifetime-based churn model can be
reduced to a uniform node failure model by invoking
Lemma 1 (see Section 3), we begin our work by demon-
strating the reachable component method under the uni-
form failure model.

4.1. Assumptions

We will use the notation of phases as in [27]: we say that
the routing process has reached phase j if the numeric dis-
tance (used in Chord and Symphony) or the XOR distance
(used in Kademlia) from the current message holder to the
target is between 2j�1 and 2j. In addition, we will use binary
strings as identifiers for all routing topologies except for de
Bruijn, although any other base besides 2 can be used. For
Kademlia, we assume that ‘‘1-buckets” are used (i.e. only
one neighbor is kept for the XOR distance interval
(2j�1,2j] for each 0 < j 6 d, where d is length of the identifier



J.S. Kong et al. / Computer Communications 31 (2008) 2109–2123 2113
bit string); this assumption is to ensure that Kademlia has
the same number of neighbors per node, thus allowing
comparison with other systems; the same assumption is
found in other analytical works [28,29]. Finally, for those
systems that require resolving node identifier bits in order,
we use the convention of correcting bits from left to right.

When a DHT experiences failure, it can be the case that
a pair of nodes are in the same connected component but
these two nodes cannot route between each other (recall
Fig. 1). Thus, the reachable component of node i is the
set of nodes that node i can route to under the given routing

algorithm. The reachable component of node i is a subset of
the connected component containing node i. Since the size
of the reachable component is a function of the routing
algorithm (e.g., in an extreme case, if unstructured routing
schemes are used, such as flooding, then the reachable com-
ponent will be identical to the connected component a node
is part of), in the following analysis we assume that the
routing scheme used is the usual greedy scheme, and no
‘‘backtracking” is allowed (i.e. when a node cannot for-
ward a message further, the node is not allowed to return
the message back to the node from whom the message
was received). This assumption is relaxed in Section 7,
and we show that RCM can be applied to accommodate
general routing schemes as well.

4.2. Overview of DHT routing protocols

We will first review and group the six DHT routing algo-
rithms that we intend to analyze. Note that simple greedy
routing is employed in all of the following algorithms. An
excellent discussion of the geometric or topological interpre-
tation of these routing algorithms (except for Symphony and
de Bruijn) is also provided by Gummadi et al. [1].

4.2.1. Tree

We first discuss the Plaxton tree routing system [30]:
each node has an out-degree d; for each 1 6 i 6 d, a node
makes a connection to the ith neighbor by matching the
first i � 1 bits, flipping the ith bit, and the remaining
d � i bits are chosen uniformly randomly. Routing can be
done only by correcting bits from left to right.

4.2.2. Hypercube

The following routing topologies will be all grouped as
hypercube-like routing topologies:

� Deterministic Hypercube (CAN [5]): Each node’s identi-
fier (ID) is a binary string representing its position in the
d-dimensional space. Each node’s degree is d. Each neigh-
bor’s ID differs in exactly one bit position from node’s ID.
Routing can be done in a greedy manner correcting bits
from left to right. Connections are undirected.
� Randomized Hypercube (Kademlia [3,28,29]): Each

node’s out-degree is d. For each 1 6 i 6 d, a node makes
a connections to a neighbor in the following manner: the
ith neighbor matches the first i � 1 bits, flipping the ith
bit, and the remaining d � i bits are chosen uniformly
randomly. Greedy routing is done by correcting bits
from left to right.
� Deterministic Chord [4]: Each node’s out-degree is d. For

each 1 6 i 6 d, a node x makes a connections to a neigh-
bor with an ID (x + 2i) mod N, where N is network size.
� Randomized-Chord [1,31]: Each node’s out-degree is d.

For each 1 6 i 6 d, a node with identifier x maintains a
connection to a neighbor chosen uniformly randomly at
a distance [2i, 2i+1] away.

All of the above routing topologies share the following
common features: each node keeps connections to nodes
at (normalized) distances (1/2, 1/4, 1/8,. . .) away from itself
or to nodes at distances formed by these distance intervals;
routing is done greedily, but a lower order bit can be cor-
rected first when failures are encountered; although differ-
ent distance metrics are used (i.e. XOR metric and
numeric metric), these metrics are equivalent and can be
converted to one another. We will further discuss the com-
mon traits among these routing topologies in Section 5.

4.2.3. de Bruijn

Peer-to-peer systems based on de Bruijn graph have
been proposed [6–8]. A de Bruijn graph achieves O(logN)
routing hops with constant degree per node, in addition
to achieving the optimal diameter. The de Bruijn graph is
a directed graph with each node making k out-edges, where
k is the size of the alphabet R of the graph. The connection
topology is constructed as follows: a node with identifier
[x1, x2, . . . ,xd] makes directed edges to nodes with identifier
[x2, x3, . . . ,xd, a] for each a 2 R.

Message routing is achieved by string matching. For
example, assume that node 1011 wishes to route a message
to node 0010. We first combine the two identifiers together
to get 10110010. We immediately see that the message will
follow the following path: 1011 ? 0110 ? 1100 ?
1001 ? 0010. During the routing process, if a desired node
has failed, the message would be passed to an alternate
neighbor. In our example, if node 1100 has failed, the mes-
sage would be passed to node 0110’s alternate neighbor:
node 1101, which means that all resolved bits so far would
be forgotten and the routing process starts over from node
1101.

4.2.4. Symphony
The Symphony [2] routing topology has a ring-like

address space where each node is connected to a constant
number kn of its nearest neighbors and a constant number
ks of shortcuts, that have a 1/x distance distribution (x is
the numeric distance on the ring between the end-points
of the shortcut). Each node maintains a constant number
of neighbors and uses greedy routing. Due to the distance
distribution it will take an average of O(log N) hops before
routing halves the distance to a target node, therefore
requiring O(logN) such phases to reach a target node for
a total expected latency of O(log2 N).
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4.2.4.1. Logarithmic Symphony and randomized-Chord. We
will now show that a Symphony connection topology
with O(log N(log logN)) shortcuts is statistically identical
to the randomized-Chord topology with high probability.
Precisely, the probability distribution function for the
distance crossed by a shortcut connection is given by
the following for proper normalization: pðxÞ ¼ 1

x ln N,

where x is the distance crossed. Thus, the probability
that a shortcut makes a connection to the ith distance
interval [2i, 2i+1) is:

P ð2i
6 x < 2iþ1Þ ¼

Z 2iþ1

2i

1

x ln N
dx ¼ ln 2

ln N
¼ ln 2

ln 2d ¼
1

d
ð2Þ

As a result, we are making ks shortcut connections to d

intervals with the probability of connecting to any interval
equal to 1

d. This problem can be modeled as the balls-and-

bins problem, with each shortcut connection modeled as
a ball and each interval as a bin. It is simple to show that
the expected number of empty intervals is approximately:
de�ks=d . Since a randomized Chord system has a finger con-
nection to all intervals, we impose the condition that the
expected number of empty intervals must be less than a
constant c (0 < c < 1):

de�ks=d < cks > d ln d þ ln
1

c

� �

where d = log2 N is the identifier length of the fully popu-
lated system.

Invoking the Chernoff bound, the probability of one or
more empty intervals is exponentially small. Thus, a Sym-
phony connection topology with O(log N(log logN)) short-
cuts is statistically identical to randomized-Chord with
high probability. Note that there is one or more connection
to each interval in Symphony as compared to exactly one
connection to each interval as in randomized-Chord. As
a result, we will demonstrate in Section 6 that a Symphony
routing topology with logarithmic number of shortcuts has
similar routability behavior as randomized-Chord under
random node failure.

4.3. Description of the reachable component method

We now describe the steps of the reachable component

method in calculating the routability of a DHT under ran-
dom failure. RCM is fairly simple in concept and involves
the following five steps:

(1) Pick a random node i from the system and denote
it as the root node. Construct the root node’s rout-
ing topology from the routing algorithm of the
system.

(2) Obtain the routing path distance distribution, n(h),
between the root node and all other nodes; in other
words, calculate the number of nodes at distance h

optimal hops or phases from the root node.
(3) Construct the state diagram for the routing process to
a target at distance h optimal hops or phases from the
root node. Compute the probability of success,
p(h,q), for routing to a node h optimal hops or phases
away under node failure probability q.

(4) Compute the expected size of the reachable compo-
nent, E[Si], from the root node as follows:

E½Si� ¼ E
�XN

j¼ 1
j 6¼ i

Y j

�
¼
XN

j¼ 1
j 6¼ i

E½Y j� ¼
Xd

h¼1

nðhÞpðh;qÞ

(5) where Yj is a Bernoulli random variable for denoting

reaching node j, and d is the node identifier length.
Routability of the system is given by the ratio
between the expected number of routable node pairs
and the number of possible pairs among surviving
nodes.
Since nodes in the system are removed with probability
q, there are (1 � q)N or pN nodes that survive on average.
In step 5, the formula for calculating the routability, r, of
the system under uniform failure probability q is given as
follows:

r ¼ Mrp

Mp
¼

E
PbpNc

i¼1 Si

h i
2
bpNcÞ

2

� � � PpN
i¼1E½Si�

pNðpN � 1Þ ¼
E½S�

ðpN � 1Þ ð3Þ

where Mrp denotes the expected number of routable pairs

among surviving nodes, and Mp is the expected number
of all possible pairs among surviving nodes. The last equal-
ity follows from the observation that DHTs investigated in
this paper have symmetric nodes.
5. Application of RCM on DHT routing topologies

Using the reachable component method, the analytical
expressions for the routability of a DHT can be derived.
In the derivations, finding the expression for p(h,q) through
the state diagram is key. The analytical expressions derived
in this section are verified against simulation results in
Section 6. Furthermore, we will use the notation G(i, j) to
denote the probability that, starting at state i, the routing
process ever visits state j.
5.1. Tree

The derivation for the tree routing topology is straight-

forward. The routing distance distribution, n(h), is
d
h

� �
by

inspection. The corresponding state diagram for tree rout-
ing is constructed as follows: let state Si represents the state
with i corrected ordered bits at each stage of the routing
process. The transition probability from Si to Si+1 is
1 � q, while the transition probabilities to the failure state
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is q (see Fig. 3a). Thus, we obtain that the probability of
transition from state S0 to Sh is given as: p(h,q) = (1 � q)h.
In sum, the expression for routability can be succinctly

given as follows: r ¼ ð2�qÞd�1

ð1�qÞ2d�1
.

5.2. Hypercube

For the hypercube routing topology used in CAN [5],
the RCM steps involved are as follows (Fig. 4a–c):

Step 1. For hypercube routing, routing can be done by
correcting bits in any order for each hop.
Step 2. Thus, for any random node i in a hypercube rout-
ing system with identifier length of d bits, we have the fol-

lowing distance distribution: nðhÞ ¼ d
h

� �
(see Fig. 4b).

Step 3. The routing process can be modeled by a state dia-
gram (Fig. 3b). The states S0is correspond to the number of
corrected bits. The probability of successfully routing to a
target node at distance h hops away is given by:

pðh; qÞ ¼ P ðS0 ! S1 ! . . .! ShÞ ¼
Yh

m¼1

ð1� qmÞ ð4Þ
Fig. 3. The S0is represent the states that correspond to number of corrected
routing: the transition probabilities are obtained by noting that at state Si, th

Fig. 4. (a) Here, we illustrate the reachable component method using an 8-nod
The symmetry of the system means that each node will be the root of a routing g
011 routes a message to 100. Three choices exist for the first hop, two choices
example, p(h,q) is: p(3,q) = (1 � q3)(1 � q2)(1 � q).
Step 4. The expected size of the reachable component is
given as:

E½S� ¼
Xd

h¼1

nðhÞpðh; qÞ ¼
Xd

h¼1

d

h

� �Yh

m¼1

ð1� qmÞ

Step 5. Using Eq. (3), we obtain the analytical expres-
sion for routability:

r ¼

Pd
h¼1

d

h

� �Qh
m¼1ð1� qmÞ

ð1� qÞ2d � 1

ð5Þ
The same result applies for all other hypercube-like rout-

ing topologies: Chord, randomized-Chord and Kademlia
(see Section 4.2.2). For illustration of the similarities
among the hypercube-like routing topologies, we will use
Chord routing as an example. Consider an 8-node Chord
network with the connection topology shown in Fig. 5a.
Every node has a finger connection to a node at a numeric
distance of {1,2,4} away. Although routing is done on a
ring with numeric node ID’s, the Chord routing topology
can be demonstrated to be reducible to the hypercube rout-
ing topology. For example, if a message is to be routed
from node 3 to node 6, the distance between the two nodes
bits. (a) State diagram for tree routing. (b) State diagram for hypercube
ere are h � i neighbors to route the message to.

es hypercube. (b) We select node 011 to be the root of the routing graph.
raph with identical structure. (c) For illustration purpose, we examine how

exist for the second hop and only one choice left for the last hop. For this



Fig. 5. Illustration of the routing topology used in Chord. (a) Connection topology of an 8-node Chord network: only all of node 3’s connections are
shown. (b) We construct the routing topology by using only the shortest paths. This routing topology is identical to the hypercube routing topology in
Fig. 4b. In Chord routing, taking a hop over a numeric distance of 2i is equivalent to correcting the ith bit in hypercube routing. (c) We illustrate the
scenario that a message is to be routed from node 3 to node 1 under the condition that nodes 5 and 7 have failed. In order to reach the destination node,
the message will follow the dashed path, which is not one of the shortest paths.

Fig. 6. State diagram for Symphony routing: the S 0is represent the states
that correspond to number of phases advanced. For the other states within
each phase, the top number represents the number of advanced phases and
the bottom number indicates the number of hops taken within the phase.
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is 3 or 011 in binary string. This means the correction of the
0th and the 1st bit from the right. These bit corrections cor-
respond to taking hops of jump sizes 20 and 21, with these
two hops taken in any order (see Fig. 5b). As a result, the
Chord routing topology is exactly identical to the hyper-
cube routing topology, with taking a hop over a distance
of 2i being equivalent to correcting the ith bit in the hyper-
cube routing topology. Similar constructions can be done
for randomized-Chord and Kademlia.

By modeling Chord routing as hypercube routing, we
have made the following assumptions: a non-shortest-path
is never taken. Using our 8-node Chord network as an
example, consider the following scenario: a message is to
be routed from node 3 to node 1; nodes 5 and 7 have just
failed; now, the message will take the following non-short-
est-path route to be delivered (along the dashed path in
Fig. 5c): {3 ? 4 ? 0 ? 1}. Similar scenarios can be con-
structed for randomized-Chord and Kademlia. Note that
these scenarios represent rare events and they should have
small impact in the final expression for routability. Large-
scale simulation results show that the error introduced by
modeling these routing topologies as hypercube is minimal
(see Section 6).

5.3. Symphony

In Symphony, each node is connected to a constant
number kn of its nearest neighbors, and a constant number
ks of shortcuts that have a 1/x distance distribution, where
x is the numeric distance between the end-points of the
shortcut. We will apply the reachable component method
as follows:

Step 1. Uni-directional and greedy routing is used to
deliver messages to destination, although results in this
section can be easily extended for the bi-directional case.
When the system experiences node failures, some of the
shortcut connections will be unavailable and the route
will have to take suboptimal hops. In other words, mes-
sages will be routed along non-shortest-paths during
failures.
Step 2. Since the Symphony routing protocol allows
non-shortest-path routing, we will compute the distance
distribution n(h) in terms of phases. A destination node
at h phases away means that the target is at a numeric
distance between 2h�1 and 2h. The number of destina-
tion nodes in such range is 2h�1. As a result, the number
of nodes at a distance of h phases away is given as:
n(h) = 2h�1.
Step 3. Now, let us examine how the state diagram
(Fig. 6) is obtained: due to the harmonic distance distri-
bution for shortcuts, it will take an average of O(log N)
hops before the routing process halves the distance to a
target node (i.e. advancing one phase) [27].
Thus, sitting at the start node, one phase is advanced if
any of the node’s shortcuts connects to a node in the
desired phase. This event happens with probability ks

d ,
where ks denotes the fixed number of shortcuts and
d = log2 N. Alternatively, the routing process fails if all
of the node’s near neighbor and shortcut connections
fail, which happens with probability qknþks (kn denotes
the fixed number of near neighbors). The third possibil-
ity is taking a suboptimal hop, which happens with
probability 1� ks

d � qknþks . All other transition probabil-
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ities can be similarly derived. We approximate the max-
imum number of suboptimal hops by d d

1�qe.
In constructing the state diagram above, we have
made the assumption that the progress made by sub-
optimal hops is not preserved when a phase is
advanced. However, this is not always true. We will
show that the error introduced by our approximations
is small through simulation in Section 6. By inspecting
the transition probabilities in the hth phase in the state
diagram illustrated in Fig. 6 (the states in the bottom
row of the diagram), we obtain the following
expression:

Qsym ¼ qknþks
Xd d

1�qe

j¼0

�
1� ks

d
� qknþks

�j

� qknþks
1� ð1� ks

d � qknþksÞ
d

1�qþ1

1� ð1� ks
d � qknþksÞ

 !
ð6Þ

where the symbols kn and ks denote the number of near
neighbors and shortcuts respectively. The expressions
for the Q’s are the same for all phases. We now obtain
that G(S0,S1) = 1 � Qsym, G(S1,S2) = 1 � Qsym, and so
forth, where Qsym is given by Eq. (6). Thus, we have:

pðh; qÞ ¼ GðS0; S1ÞGðS1; S2Þ . . . GðSh�1; ShÞ

�
Yh

m¼1

ð1� QsymÞ ð7Þ

Step 4. The approximate expression for the expected size
of the reachable component is:

E½S� �
Xd

h¼1

2h�1
Yh

m¼1

ð1� QsymÞ

Step 5. Using Eq. (3), we obtain the expression for
routability:

r �

Pd
h¼12h�1 Qh

m¼1

ð1� QsymÞ

ð1� qÞ2d � 1
ð8Þ
Fig. 7. State diagram for de Bruijn routing. The notation in this model is
different from all other state diagrams in this paper. The symbol Si denotes
the state with i of the d digits corrected. For example, a new routing
process is already in state Si if the start node already has i of the d digits
corrected. From any of the Si state, there are three possibilities: first, the
routing process resolves an additional bit and advances to the Si+1 state;
second, all of the current message holder’s out-neighbors have failed and
routing reaches the failure state F; third, the out-neighbor correcting the
next bit is not available and the message is passed to one of the other out-
neighbors, which means that the routing process is reset to one of the other
Si states.
5.4. de Bruijn

In de Bruijn graphs, messages are routed by performing
simple string matching at each hop. We apply the reachable
component method to derive the routability expression for
the de Bruijn routing protocol:

Step 1. In de Bruijn graphs, each node’s ID is a string of
digits of length d drawn from an alphabet of size k. The
node with ID (x1, x2, . . . ,xd) makes out-links to k nodes
with ID (x2, . . . ,xd, y), for all possible y in the alphabet
of size k. Messages are routed by performing simple
string matching at each hop. Under failures, a message
is passed to a survived neighbor to be routed to destina-
tion along an alternate path.
Step 2. The number of nodes at a distance of h hops
away is approximated by the following expression:
n(h) � (k � 1)kh�1. This approximate expression is very
close to the true distribution as shown in [6].
Step 3. Before we delve into constructing the full
state diagram for de Bruijn routing, we will first
clarify the notations that we will be using for the
de Bruijn state diagram. Assuming that the length
of node identifiers is d, we will use Si to denote

the state for which i of the d digits have been cor-

rected already.

It is important to emphasize that the notation for states
in the de Bruijn state diagram is different from the state dia-
grams developed so far in this work. For example, in the
state diagram for hypercube routing (Fig. 3b), Si denotes
the state that i bits have been corrected with respect to
the start node. The routing process always starts with state
S0 in the hypercube state diagram, since 0 bit has been cor-
rected at the start. In contrast, the de Bruijn routing pro-
cess starts from the state Si, if i of the d digits have
already been matched.

We will now show how the state diagram (Fig. 7) for de
Bruijn routing is constructed. We first define the following
variables: k = 1 � q, c = qk, l = 1 � k � c = q(1 � qk�1),
where k is size of the alphabet. In the case that the routing
process cannot advance toward destination or fail due to
the death of all out-neighbors, the routing process can tran-
sition to one of the other survived neighbors according to
the following (for i P 2):
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P ðSi ! SjÞ ¼ 0 8j P 2

P ðSi ! S1Þ ¼
k � 1

k
l

P ðSi ! S0Þ ¼
1

k
l ð9Þ

This approximation slightly overestimates the transition
probability to the earlier states of the routing process.
However, the error introduced is small, since it is simple
to show that transitions to any other states is extremely
rare. Thus, we will slightly underestimate the true routabil-
ity values by this approximation. We verify our results
against large-scale simulations (see Section 6).

The state diagram is constructed as follows: first, as dis-
cussed earlier in this section, the routing process does not

always start from the state S0; for a starting node at h hops
from the destination node, the routing process would begin
at state Sd�h; second, in order to advance one hop toward
the destination, the node correcting the next digit must be
present, which happens with probability 1 � q or k; other-
wise, the routing process would fail if all out-neighbors of
the current message holder node have failed, which takes
place with probability qk or c; alternatively, the message
is passed to the survived neighbors with total probability
l. The hop to the survived neighbor would mean that the
routing process jumps to one of the other Si states accord-
ing to the transition probabilities derived in Eq. 9. The
notable exception of the above rules is when the routing
process reaches Sd�1. At this point, since the next-hop node
is the destination node, the routing process either succeeds
and arrives at Sd with probability 1 � q, or fails and arrives
at state F with probability q.

Thus, the transition matrix of the state diagram, P, of
dimension (d + 2) � (d + 2) is obtained:

P ¼

l k 0 0 . . . 0 c
1
k l k�1

k l k 0 c
1
k l k�1

k l 0 k 0 c

..

. ..
.

: ..
. ..

.

..

.
:

1
k l k�1

k l 0 k 0 c

0 0 0 0 k 1� k

0 0 . . . 0 1 0

0 0 . . . 0 0 1

2
6666666666666666664

3
7777777777777777775

The state diagram has two recurrent classes and a transient
class. We will first separate the matrix P into a transient
state matrix PT consisting of the upper left d � d matrix
and the (d + 1)th column vector w for transitions from
the transient states to the absorbing state Sd. The probabil-
ity of being absorbed into state Sd starting from the state
Sd�h is given by the (d � h + 1)th element in the column
vector v = (I � PT)�1w. We thus obtain:

pðh; qÞ ¼ vðd � hþ 1Þ ð10Þ
Step 4. The approximate expression for the expected size

of the reachable component is:

E½S� �
Xd

h¼1
ðk � 1Þkh�1vðd � hþ 1Þ

Step 5. Using Eq. (3), we obtain the analytical expres-
sion for routability:

nications 31 (2008) 2109–2123
r �
Pd

h¼1ðk � 1Þkh�1vðd � hþ 1Þ
ð1� qÞ2d � 1

ð11Þ

We model the de Bruijn routing as a process with possibly
an infinite number of state transitions. However, the error
introduced by this modeling is negligible, since the number
of iterations for convergence is much smaller than the size
of the network. Moreover, the inherent assumption behind
the state diagram is that the chance of encountering the
nodes that have been previously visited in prior iterations
of the chain is negligible. This assumption is valid, since
it has been shown that the degree of path overlap in de Bru-
ijn routing is extremely small [6]. We will confirm the accu-
racy of our analytical predictions through simulation in
Section 6.

5.5. Analytical results under the Churn model

The analytical curves for predicting routability under
the lifetime-based churn model can be obtained by invok-
ing Lemma 1. Hence, by simply making the substitution
q ¼ S=ðLþ SÞ, the analytical routability results derived
in this section for various P2P routing protocols under
the failure probability metric is extensible to a churn
model with two parameters: node lifetime L and search-
time S.

6. Simulation

6.1. Simulation setup: uniform failure and churn

The analytical routability results derived in the previous
section will be rigorously compared to simulation results in
this section for different network sizes (216, 218 and 220

nodes). For each of the DHT system, we will first construct
the connection topology and implement the routing algo-
rithm. For each node failure probability q, we then perform
the following: we randomly pick a root node and count the
number of nodes in the system that the root node can reach
by following the DHT’s routing algorithm. The resulting
number of nodes that are reachable is the size of the reach-
able component. We repeat this process 30 times and com-
pute the sample average for the size of the reachable
component. We then calculate the simulated routability
value using Eq. (3). We repeat the above procedure for dif-
ferent failure probability q.

Under the lifetime-based churn model, the simulations
are performed as follows (networks of 220 nodes are used):
every joining node is assigned a lifetime drawn according to
a Pareto distribution with a given mean lifetime (exponen-
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Fig. 8. Analysis vs. simulation under the uniform failure model: the two plots show the percentage of failed paths (i.e. 1.0-routability) for varying node
failure probability and two system sizes: N = {216,218}. For Symphony, only one near neighbor connection is placed and the number in parenthesis
indicates the number of shortcut connections. As shown, the routability simulation results for Chord, randomized-Chord, Kademlia and logarithmic
Symphony are well approximated by the routability curve for hypercube routing.
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Fig. 9. (a) Analysis vs. simulation under the uniform failure model
(N = 220): For Symphony, the number in parenthesis indicates the number
of shortcut connections. The routability simulation results match well with
theoretical prediction. (b) Analysis vs. simulation under the lifetime-based
churn model: the analytical curves for predicting routability under the
lifetime-based churn model are obtained by invoking Lemma 1. For all
simulations, lifetime is Pareto distributed and the search-time S is
constant: 1 min.
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tial distribution yields the same results and hence omitted
due to space constraint); a node fails at the end of its life-
time, loses all of its connections and rejoins the structured
network; we record the size of the reachable component
(RC) at different time steps, and obtain the time average
size of the RC; we repeat the simulation for different mean
lifetimes, with values ranging from 1.5 to 50 min; the choice
of these mean lifetime values is supported by empirical
measurements on large-scale P2P systems as summarized
in [26]. For all churn simulations, the search-time S is
1 min, since the search-time models the time interval a node
pings its neighbor [13].

6.2. Simulation vs. theoretical results

Examining Figs. 8 and 9 and Table 1, we find that the
simulation results for the ‘‘hypercube-like routing topolo-
gies” (i.e. Kademlia, Chord, randomized-Chord) agree
well with the analytical curve for hypercube, as discussed
in Sections 4.2.2 and 5.2. Moreover, the simulation
points for logarithmic Symphony (the Symphony systems
with 16, 18 and 20 shortcuts, respectively) also agree well
with the results for randomized-Chord, as predicted in
Section 4.2.4. After examining Fig. 9b, we find that the
simulation results for the churn model match well with
the analytical curve. For de Bruijn system, the theoretical
results obtained for de Bruijn routing fit the simulation
results extremely well for different out-degrees and differ-
ent network sizes, as well as under the churn model (see
Fig. 10).

7. Improvement techniques

The reachable component method developed in this
work is flexible and can be adapted and applied to
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estimating the performance of P2P networks under a num-
ber of different routing algorithms. So far in this work, we
have used greedy routing to find the size of the reachable
component under failure and churn. It is conceivable that
we can improve a system’s routability under churn and fail-
ure by introducing modifications to the routing algorithms
or to the system’s topology.
7.1. Algorithmic modification: backtracking

One technique that can be used to improve the routabil-
ity of the system is to allowing backtracking. For example,
when a message can no longer be routed to a node closer to
destination (i.e. the routing process has reached the failure
state under simple greedy routing), the message is allowed
to backtrack one step to be delivered back to the node from
whom the message is received. We term this modified rout-
ing algorithm 1-step backtrack or simply 1-backtrack.

In this section, we consider the hypercube routing topol-
ogy. For illustration, we use an 8-nodes hypercube routing
topology, selecting node 011 to be the root node. In
Fig. 11a, a message from node 011 is to be routed to node
100. Due to the failures of nodes 110 and 101, the message
arrived at node 111 is backtracked to node 011 to be routed
through an alternate path. In Fig. 11b and c , we perform
the routability computations: for taking the first hop (i.e.
resolving the first bit), three choices exist for next-hop; thus
we obtain P(S0 ? S1) = 1 � q3, where Si denotes the state
that i bits have been corrected. For advancing from S1 to
S2, we have two scenarios: first scenario, only 1 node on
the h = 1 row survives, which happens with probability

s1,3, where si;n ¼

n
i

� �
ð1�qÞiqn�i

1�qn ; in this case, two choices exist

for the next-hop; second scenario, 2 or 3 nodes on the h = 1
row survive, which happens with probability (s2,3 + s3,3); in
this case, three choices exist for next-hop. Note that the
ability of trying any surviving node on the h = 1 row is a
consequence of allowing backtracking. We thus obtain
P(S1 ? S2) = s1,3(1 � q2) + (s2,3 + s3,3)(1 � q3).

For hypercube routing in the general case, we model the
1-backtrack routing algorithm by a state diagram
(see Fig. 12a) and derive the analytical expression for
routability:
r ¼

d

1

� �
ð1� qÞ þ

d

2

� �
ð1� q2Þð1� qÞ þ

Pd
h¼3

d

h

� �
ð1� qhÞð1

ð1� qÞ2d � 1

where

f ðmÞ ¼

Pm
i¼1

mþ 1

i

� �
ð1� qÞiqmþ1�ið1� qð2�m�iþ1Þi=2Þ þ ð1� qÞ

1� qmþ1
The analytical result is confirmed by large-scale simulations
(see Fig. 12b). The simulation points agree perfectly with
the analytical curve. Note that allowing 1-backtrack results
in significant improvement in routability for different fail-
ure probabilities. Allowing 1-backtracking in other ‘‘hyper-
cube-like” routing systems (i.e. Chord, randomized-Chord,
and logarithmic Symphony) results in similar improvement
in routability as in the case for hypercube (see Fig. 12c).
The analytical results derived for 1-backtrack can be simi-
larly extended to the lifetime-based churn model by invok-
ing Lemma 1.

7.2. Topological modification: extra neighbors

Another method would be to increase the number of
neighbors that each node keeps to provide additional fault
tolerance. For Symphony, we already addressed the issue
of adding extra short-range and long-range neighbors
and its impact on routability through analysis and simula-
tion (see Eqs. (6,8) and Figs. 8 and 9). For the de Bruijn
topology, the number of neighbors kept by each node is
a design parameter. Through analysis and simulation, we
investigated how varying the number of neighbors impacts
routability (see Eq. 11 and Fig. 10).

For hypercube-like DHTs (i.e. CAN, Kademlia, Chord
and Rand-Chord), we investigated Rand-Chord as an illus-
tration. We implemented the mechanism for keeping a list
of successor neighbors for Rand-Chord in our simulator.
We found that the routability is significantly improved as
a result of keeping additional successor neighbors (see
Fig. 13). Nevertheless, keeping extra neighbors would
introduce additional costs such as message overheads and
maintenance traffic.

8. Concluding remarks

Using the lifetime model and the widely-adopted steady
state network size assumption, we showed that a dynamic
churn model for a P2P network that has reached stationa-
rity is reducible to a uniform failure model in the steady
state. Furthermore, we present the reachable component
method (RCM), an analytical framework for characteriz-
ing structured P2P routing performance under random
failures and churn. The method’s efficacy is demonstrated
� qÞ
Qh�1

m¼2

f ðmÞ ð12Þ

mþ1ð1� qmðmþ1Þ=2Þ ð13Þ



Table 1
A table of theoretical vs. simulation routability results under the uniform failure model as plotted in Fig. 9a

q Tree Symphony (2) Hypercube-like topologies (theo. and sim. results)

Theo. Sim. Theo. Sim. Theo. CAN Chord RChord Kad LogSym (20)

0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00
0.05 0.37 0.37 0.02 0.06 0.00 0.00 0.00 0.01 0.01 0.02
0.10 0.60 0.60 0.16 0.25 0.01 0.01 0.01 0.03 0.03 0.04
0.15 0.75 0.76 0.44 0.49 0.03 0.03 0.01 0.05 0.05 0.06
0.20 0.85 0.84 0.75 0.71 0.05 0.05 0.03 0.08 0.08 0.09
0.25 0.91 0.90 0.93 0.85 0.08 0.08 0.05 0.11 0.11 0.12
0.30 0.94 0.95 0.99 0.93 0.12 0.13 0.07 0.14 0.14 0.16
0.35 0.97 0.96 1.00 0.98 0.18 0.18 0.10 0.18 0.19 0.20
0.40 0.98 0.98 1.00 0.99 0.25 0.25 0.15 0.22 0.24 0.25
0.45 0.99 0.99 1.00 1.00 0.33 0.33 0.20 0.28 0.30 0.31
0.50 0.99 0.99 1.00 1.00 0.42 0.42 0.28 0.34 0.37 0.38
0.55 1.00 1.00 1.00 1.00 0.52 0.53 0.36 0.42 0.45 0.45
0.60 1.00 1.00 1.00 1.00 0.64 0.64 0.46 0.51 0.55 0.55
0.65 1.00 1.00 1.00 1.00 0.75 0.75 0.60 0.62 0.65 0.65
0.70 1.00 1.00 1.00 1.00 0.84 0.85 0.72 0.73 0.76 0.76
0.75 1.00 1.00 1.00 1.00 0.92 0.92 0.85 0.84 0.87 0.86
0.80 1.00 1.00 1.00 1.00 0.97 0.97 0.95 0.94 0.96 0.94
0.85 1.00 1.00 1.00 1.00 0.99 0.99 0.99 0.99 0.99 0.99
0.90 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00
0.95 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00
1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00

In the first column, q denotes the node failure probability. Each entry in the rest of the columns is for the percentage of failed paths or (1-routability). For
Symphony, the number in parenthesis indicates the number of shortcut connections. For the hypercube-like topologies, ‘Kad’ and ‘LogSym’ denote
Kademlia and Logarithmic Symphony (i.e. a Symphony system with number of shortcut connections that scale logarithmically with system size),
respectively. The routability simulation results match well with theoretical prediction.
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Fig. 10. (a–c) Analysis vs. simulation for the de Bruijn routing topology under the uniform failure model: the simulation data points match the analytical
results extremely well across different number of out-neighbors (k) and different network sizes. (d) Analysis vs. simulation under the churn model: the
analytical curves are obtained by invoking Lemma 1. Lifetime is Pareto distributed and the search-time S is constant: 1 min.
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Fig. 12. (a) State diagram for 1-backtrack routing on the hypercube routing topology. The function f(m) is defined in Eq. (13). (b) No backtrack vs.
1-backtrack in hypercube routing: the gap between the two curves is the improvement made by adopting the 1-backtracking routing strategy. The
simulation results for 1-backtrack routing agree perfectly with analytical prediction. (c) Simulation results for 1-backtrack routing: as in the simple no-
backtrack case, the routability results for Chord, randomized-Chord and logarithmic Symphony are well approximated by the routability curve for
hypercube routing.

Fig. 11. An 8-nodes routing topology is used for 1-backtrack illustrations. (a) An example of 1-backtrack routing: a message is backtracked to be routed
through an alternate path. (b and c) Routability computations under 1-backtracking: the probability of advancing through different states is computed.

The symbol Si denotes the state that i bits have been corrected; in addition, we have si;n ¼

n
i

� �
ð1�qÞiqn�i

1�qn , which is the probability that i nodes survive in a

group of n nodes conditional that at least 1 node has survived.
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through an analysis of the routability of several important
DHT routing topologies. We found good agreement
between the RCM predictions and large-scale simulation
results under both the uniform failure and lifetime-based
churn model. In addition, we demonstrate that RCM is
widely applicable even under different modifications to
the original greedy routing algorithm (e.g. allowing one
step backtrack). In short, researchers involved in P2P sys-
tem design and implementation can use the reachable com-
ponent method to predict the performance of proposed
architectures and routing algorithms for different lifetime
characteristics.
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Fig. 13. We compare the routability of a Rand-Chord network with 20
successor neighbors (pluses) and for a network that has no successor
neighbor (triangles). The system size is N = 220 for both networks. The
routability is significantly improved by introducing the extra neighbors.

J.S. Kong et al. / Computer Communications 31 (2008) 2109–2123 2123
References

[1] K. Gummadi, R. Gummadi, S. Gribble, S. Ratnasamy, S. Shenker, I.
Stoica, The impact of dht routing geometry on resilience and
proximity, in: Proceedings of SIGCOMM’03, ACM Press, New
York, 2003, pp. 381–394.

[2] G.S. Manku, M. Bawa, P. Raghavan, Symphony: distributed hashing
in a small world, in: Proceedings of Fourth USENIX Symposium on
Internet Technologies and Systems, 2003, pp. 127–140.

[3] P. Maymounkov, D. Mazières, Kademlia: a peer-to-peer information
system based on the xor metric, in: Proceedings of IPTPS’01,
Springer-Verlag, London, UK, 2002, pp. 53–65.

[4] I. Stoica, R. Morris, D. Liben-Nowell, D.R. Karger, M.F. Kaashoek,
F. Dabek, H. Balakrishnan, Chord: a scalable peer-to-peer lookup
protocol for internet applications, IEEE/ACM Transactions on
Network 11 (1) (2003) 17–32.

[5] S. Ratnasamy, P. Francis, M. Handley, R. Karp, S. Schenker, A
scalable content-addressable network, in: Proceedings of SIG-
COMM’01, ACM Press, New York, NY, USA, 2001, pp. 161–172.

[6] D. Loguinov, A. Kumar, V. Rai, S. Ganesh, Graph-theoretic analysis
of structured peer-to-peer systems: routing distances and fault
resilience, in: Proceedings of SIGCOMM’03, ACM Press, New York,
NY, USA, 2003, pp. 395–406.

[7] F. Kaashoek, D.R. Karger, Koorde: A simple degree-optimal hash
table, in: Proceedings of the Second International Workshop on Peer-
to-Peer Systems (IPTPS03), Berkeley, CA, 2003.

[8] P. Fraigniaud, P. Gauron, D2b: a de bruijn based content-addressable
network, Theoretical Computer Science 355 (1) (2006) 65–79.

[9] O. Angel, I. Benjamini, E. Ofek, U. Wieder, Routing complexity of
faulty networks, in: 24th ACM Symposium on Principles of Distrib-
uted Computing (PODC), Las Vegas, NV, 2005.

[10] S.S. Lam, H. Liu, Failure recovery for structured p2p networks:
protocol design and performance evaluation, SIGMETRICS Perfor-
mance Evaluation Review 32 (1) (2004) 199–210.

[11] S. Wang, D. Xuan, W. Zhao, On resilience of structured peer-to-peer
systems, in: Proceedings of GLOBECOM, 2005.

[12] D. Leonard, Z. Yao, X. Wang, D. Loguinov, On static and dynamic
partitioning behavior of large-scale networks, in: Proceedings of
IEEE ICNP.

[13] D. Leonard, V. Rai, D. Loguinov, On lifetime-based node failure and
stochastic resilience of decentralized peer-to-peer networks, in:
SIGMETRICS’05: Proceedings of the 2005 ACM SIGMETRICS
International Conference on Measurement and Modeling of Com-
puter Systems, ACM Press, New York, NY, USA, 2005, pp. 26–37.

[14] R. Bhagwan, S. Savage, G.M. Voelker, Understanding availability,
in: Proceedings of the 2nd International Workshop on Peer-to-Peer
Systems (IPTPS03), Berkeley, CA, 2003.

[15] L. Massouli, A.-M. Kermarrec, A. Ganesh, Network awareness and
failure resilience in self-organising overlay networks, in: IEEE
Symposium on Reliable and Distributed Systems, 2003.

[16] D. Liben-Nowell, H. Balakrishnan, D. Karger, Analysis of the
evolution of peer-to-peer systems, in: Proceedings of ACM PODC,
ACM Press, New York, NY, USA, 2002, pp. 233–242.

[17] S. Krishnamurthy, S. El-Ansary, E. Aurell, S. Haridi, A statistical
theory of chord under churn, in: Fourth International Workshop on
Peer-To-Peer Systems, Ithaca, New York, 2005.

[18] J. Li, J. Stribling, R. Morris, M.F. Kaashoek, T.M. Gil, A
performance vs. cost framework for evaluating dht design tradeoffs
under churn, in: Proceedings of the 24th Infocom, Miami, Florida,
USA, 2005.

[19] G. Pandurangan, P. Raghavan, E. Upfal, Building low-diameter p2p
networks, IEEE Journal on Selected Areas in Communications 21 (6)
(2003) 905–1002.

[20] P.B. Godfrey, S. Shenker, I. Stoica, Minimizing churn in distributed
systems, SIGCOMM Computer Communication Review 36 (4) (2006)
147–158.

[21] K.P. Gummadi, R.J. Dunn, S. Saroiu, S.D. Gribble, H.M. Levy, J.
Zahorjan, Measurement, modeling, and analysis of a peer-to-peer file-
sharing workload, in: SOSP’03: Proceedings of the 19th ACM
symposium on Operating systems principles, ACM Press, New York,
NY, USA, 2003, pp. 314–329.

[22] S. Saroiu, K.P. Gummadi, S.D. Gribble, A measurement study of
peer-to-peer file sharing systems, in: Proceedings of Multimedia
Computing and Networking, 2002.

[23] S. Sen, J. Wang, Analyzing peer-to-peer traffic across large networks,
IEEE/ACM Transactions on Network 12 (2) (2004) 219–232.

[24] F.E. Bustamante, Y. Qiao, Friendships that last: peer lifespan and its
role in p2p protocols, in: IEEE WCW, 2003.

[25] D. Stutzbach, R. Rejaie, Understanding churn in peer-to-peer
networks, in: IMC’06: Proceedings of the Sixth ACM SIGCOMM
on Internet measurement, ACM Press, New York, NY, USA, 2006,
pp. 189–202.

[26] T.R. Sean Rhea, Dennis Geels, J. Kubiatowicz, Handling churn in a
DHT, in: USENIX Annual Technical Conference, 2004.

[27] J. Kleinberg, The Small-World Phenomenon: An Algorithmic
Perspective, in: Proceedings of the 32nd ACM Symposium on Theory
of Computing, 2000.

[28] G. Manku, The power of lookahead in small-world routing networks,
Technical Report, CS Department, Stanford University, 2003.

[29] G. Cordasco, L. Gargano, M. Hammar, V. Scarano, Degree-
optimal deterministic routing for p2p systems, in: Proceedings of
IEEE ISCC, IEEE Computer Society, Washington, DC, USA,
2005, pp. 158–163.

[30] C.G. Plaxton, R. Rajaraman, A.W. Richa, Accessing nearby copies of
replicated objects in a distributed environment, in: Proceedings of
SPAA’97, ACM Press, New York, NY, USA, 1997, pp. 311–320.

[31] H. Zhang, A. Goel, R. Govindan, Incrementally improving lookup
latency in distributed hash table systems, in: SIGMETRICS’03:
Proceedings of the 2003 ACM SIGMETRICS International Confer-
ence on Measurement and Modeling of Computer Systems, ACM
Press, New York, NY, USA, 2003, pp. 114–125.

[32] Z. Yao, D. Leonard, X. Wang, D. Loguinov, Modeling heteroge-
neous user churn and local resilience of unstructured P2P networks,
in: Proceedings of IEEE ICNP, 2006.


	Resilience of structured P2P systems under churn: The reachable component method
	Introduction
	Related work
	Link between the Churn Model and the Uniform Failure Model
	Reachable component method
	Assumptions
	Overview of DHT routing protocols
	Tree
	Hypercube
	de Bruijn
	Symphony
	Logarithmic Symphony and randomized-Chord


	Description of the reachable component method

	Application of RCM on DHT routing topologies
	Tree
	Hypercube
	Symphony
	de Bruijn
	Analytical results under the Churn model

	Simulation
	Simulation setup: uniform failure and churn
	Simulation vs. theoretical results

	Improvement techniques
	Algorithmic modification: backtracking
	Topological modification: extra neighbors

	Concluding remarks
	References


